
TLP:CLEAR 1Currently facing a security incident?  Call day and night: 00800 1744 0000

A technical deep dive and case study on how Northwave’s red team safely 
integrates real APT malware into security testing

Case Study: Converting Mustang 
Panda Malware
In 2023, Mustang Panda executed a cyberattack against foreign affairs ministries and embassies in Europe. In 
our case study, we detail how we converted this malware for adversary emulation. The original publication on 
which we based our conversion can be found here.

The attack contains 6 distinct steps:
 

While the case study lists automations and edits in the order of the threat actor’s execution, the actual editing 
process occurs in reverse order. This is due to the nested architecture of the exploit chain: the initial stager 
encapsulates the second-stage payload, which in turn houses the third, and so forth. Consequently, to maintain 
functional integrity, you must edit the final payload first to determine the correct payload to include into the 
preceding stage, all the way up to the first one.
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https://research.checkpoint.com/2023/chinese-threat-actors-targeting-europe-in-smugx-campaign/ 
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1. The Phishing Mail
Like many cyberattacks, this one started with a targeted phishing mail. Although we do not have 
the actual phishing mail that was sent, one of the later stages of the malware showed this decoy 
PDF to the user:

 

This provides an indication of the subject and target audience of the phishing mail, which we 
used as guidance when building the emulation. We will also allow for custom mail contents and 
PDFs in our emulation building automation.
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2. HTML Smuggling
The phishing mail was used to deliver an html file called “share document.html” 
which, when opened by the target, looks as follows:

This html file was used to drop a zipped payload onto the target’s system using 
the HTML Smuggling technique. The contents look as follows:

This shows that the content is obfuscated. We de-obfuscated the content by first 
extracting all JavaScript code, then using restringer1 to perform most of the de-
obfuscation for us. Finally, after manually cleaning up the file, we got this:

 
This is a typical HTML-smuggling payload, which transforms a buffer into a blob 
and saves this either through msSaveOrOpenBlob or for older browsers by 
creating a link and automatically clicking it. The to_buffer function decodes 
the payload as base64 and then performs a Caesar cipher on it with key “35”:
  

1 https://github.com/PerimeterX/restringer

To integrate this step 		
into the emulation
We have to create an automation that 
can insert an edited base64 payload 
into the obfuscated original version 
of the HTML smuggling payload. 
Additionally, we want to allow for 
changing the encryption key (currently 
“35”) that is used for decrypting the 
payload, as this would be something 
the threat actor has implemented as 
well.
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The Target field indicates that the LNK file will only execute 
cmd.exe. However, the attack used a technique to hide 
their true intentions by inserting many spaces after cmd.exe 
before inserting their real command. As you can see in the 
image, even if we move all the way to the right in the Target 
field, we do not see the actual command line arguments.

3. ZIP file
In the third stage of the attack, the HTML-smuggling 
payload downloads a ZIP file:

This ZIP file contains a single LNK (shortcut) file with the 
icon appearing to be that of a PDF file:

4. LNK file
Next, the attack used social engineering to get the target to 
activate the smuggled payload. They do this using a LNK 
file that is disguised as a PDF file that is of interest to the 
target. The properties of this LNK file are as follows:

To integrate this step into the emulation
We created automation that lets us create a ZIP file 
containing a transformed version of the next stage 
payload (LNK file). This file is then base64 encoded, 
encrypted and inserted into the HTML smuggling 
using the automation in the previous step.
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We can see the actual command-line 
arguments that will be executed by 
cmd.exe by running the LnkParse2 tool 
against the LNK file:

When the LNK file is clicked, cmd.
exe executes the payload provided 
in the command line arguments. This 
payload uses obfuscation by inserting 
^ characters between potential words 
that static analysis might trigger on. 
It uses powershell.exe to first find 
an LNK file that matches the expected 
length, then carves a ZIP-file from the 
UNKNOWN BLOCK section, write it to 
%TEMP%\tmp.zip, extracts it and 
execute the .\passwordgenerator 
binary.

2 https://pypi.org/project/LnkParse3/

To integrate this step into the emulation
We take the transformed versions of the later stages 
to create the tmp.zip file. Then, we replaced the 
UNKNOWN BLOCK section with our version of the 
tmp.zip file, which might have a different length 
than the original, therefore resulting in a bigger 
or smaller LNK file. To account for this, we also 
overwrite the length check field in the PowerShell 
command. We didn’t include a way to change the 
filename of the exe that gets executed, as this file is 
a legitimate binary.
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5.	 DLL Sideload
When examining the extracted ZIP file from the previous stage, we found the legitimate (and signed) 
passwordgenerator.exe binary–part of the RoboForm password manager suite–that gets executed by the LNK file.
 

The threat actor abused a DLL-sideload vulnerability in this executable to load their malicious RoboForm.dll. This DLL 
drops and shows the decoy PDF file (shown at the start) and then decrypts and executes the malicious shellcode contained 
in data.dat. 

The file name of the decoy PDF is (just like the other strings in this binary) located on the stack:
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The data for this PDF file is also contained in the binary itself:

 

The malware then writes the decoy PDF to %temp cmd.exe /c “%temp%\2262_3_PrepCom_Proposal_next_
meeting_26_April.pdf”.



TLP:CLEAR 8
© Northwave Nederland B.V.
Van Deventerlaan 31-51, 3528 AG Utrecht  |  +31 (0)30 303 1240  |  sales@northwave-cybersecurity.com  |  www.northwave-cybersecurity.com
Northwave Group with offices in: The Netherlands  |  Germany  |  Austria  |  Belgium  |  Sweden

Then, it executes it using CreateProcessW with the command cmd.exe /c “%temp%\2262_3_PrepCom_Proposal_
next_meeting_26_April.pdf”.

After opening the decoy PDF file, the malware loads the shellcode from the data.dat file. It looks in either the current 
directory or ..\Photos for data.dat. This file location is also used for persistence. It then reads the file contents and 
decrypts it with a key that is, again, stored as a stacks string:

 
Decryption is performed using SystemFunction033, which is an undocumented function in advapi32.dll that performs RC4 
decryption. After decryption the malware uses VirtualProtect to make the decrypted shellcode executable and CreateThread 
to execute the shellcode.

To integrate this step into the emulation
We built automation that allows us to patch the PDF’s 
filename that is stored as a stack string, so we have 
some flexibility in adjusting the decoy PDF to our 
needs. Since it is a stack string, we are limited to 
the length of the original filename. In this case, it is 
fortunate that the original filename is quite long. 

Next, we add a patching capability that can overwrite 
the contents of the PDF file into the data section of the 
binary. We also take care to limit the size of any PDF 
we generate to be equal to or lower than the size of 
the original pdf, to avoid overwriting other parts of the 
binary. 

Finally, we allow for editing the encryption key that 
is used for decrypting the shellcode in data.dat to 
an encryption key that matches the key we used for 
re-encrypting the shellcode. These steps give us an 
easy way to insert new decoy PDFs and insert the re-
encrypted and transformed shellcode.
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6. PlugX
The shellcode for the final stage of the attack was called PlugX by Check Point Research3. However, after comparing it to 
other malware described by Trend Micro4 we conclude that this malware is a variant of DOPLUGS, which descends from 
PlugX. This shellcode is polyglot, meaning that it is both a valid PE executable (DLL) and valid shellcode. The start of the 
shellcode looks as follows:

This heavily obfuscated malware is a staple in Mustang Panda’s toolkit with many development iterations of the years. 
Firstly, it uses control flow flattening (CFF) based on a variant of Obfuscator-LLVM5, which makes a function graph in IDA 
look like this:

 
The malware also uses string obfuscation based on stack strings and binary operations:

3  https://research.checkpoint.com/2023/chinese-threat-actors-targeting-europe-in-smugx-campaign/
4  https://www.trendmicro.com/en_us/research/24/b/earth-preta-campaign-targets-asia-doplugs.html
5 https://github.com/obfuscator-llvm/obfuscator
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6  https://github.com/tccontre/KnowledgeBase/blob/main/malware_re_tools/plugx_extractor/plugx_extractor.py

Due to the CFF, automatic de-obfuscation of the strings was non-trivial. Most of the strings are function names that are then 
dynamically resolved using GetProcAddress. The binary uses many wrappers for GetProcAddress, possibly as another 
form of anti-analysis. We used custom IDAPython scripts to try to decrypt as many of the strings as we could. This gave 
us insight into many of the windows API functions being called and gave us a hint for which functionality is present in the 
malware. 

When creating the emulation, one of the key pieces of functionality to understand is how the configuration of the malware 
is extracted and decrypted. After some anti-debugging checks and some set-up, the configuration is decrypted using RC4 
based on an 8 byte key stored at the start of the config block in memory. The key extraction and decryption routine looks as 
follows:

We extracted the configuration of the malware using a modified version of PlugX extractor6. The resulting config looks as 
follows:
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The config contains the mutex name (8wQYF77uy), the string “server” and three times the C2 server IP. 

The binary can be executed either with or without an argument. If it is executed without an argument, it sets persistence by 
copying itself to a randomised location in the filesystem. This location is any of the combinations of the following columns:

%userprofile%\ Intelnet

%public%\ VirtualFile

%appdata%\ SamsungDriver

%localappdata%\ SecurityScan

%allusersprofile%\ DellSetupFiles

In addition, the data.dat file is stored in any of <column1>\Photos. All above directories are created as read-only and 
hidden. Then a Run entry in the registry is created with the name “RoboForm Update”, where passwordgenerator.exe is 
executed with a random number as the command line argument:
 

Then, it launches the newly written persistence malware with the randomly generated argument and exits the parent 
process. When the malware is executed with an argument, it will establish a connection to the C2 channel and wait for 
commands to execute.

Before establishing this C2 channel, the malware performs a check to see if it was started from a removable device, in that 
case, it ejects the drive using the following command:
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The malware starts multiple threads. One of the threads starts C2 communication, while a second thread creates some 
windows, possibly as a form of sandbox evasion7. A third thread continuously checks if the malware is being debugged and 
exits the process if a debugger is detected.

The C2 communication thread first checks connectivity with the hardcoded URL “www.google.com”, after exactly 6 tries, it 
connects to the real C2 server IP. The C2 communication uses the three configured C2 servers in a round-robin fashion:

The C2 uses WinHTTP to start an HTTPS channel with the C2 server. The first request to the C2 server is to obtain a session 
key:

The User-Agent contains information about the system, obtained from the Windows registry. According to Takahiro 
Haruyama8  the Sec-Dest header contains some random bytes and a checksum, and the Sec-Site header contains two 
random bytes followed by a victim-id.

7  https://research.checkpoint.com/2023/malware-spotlight-camaro-dragons-tinynote-backdoor/
8  https://speakerdeck.com/takahiro_haruyama/the-art-of-malware-c2-scanning-how-to-reverse-and-emulate-protocol-obfuscated-by-compiler?slide=41
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The body of the response contains the session key. After obtaining the session key, the actual C2 check-in loop is started in 
which the malware sends a POST request with binary data containing:

When the data is decrypted with the session key it looks as follows:



TLP:CLEAR 14
© Northwave Nederland B.V.
Van Deventerlaan 31-51, 3528 AG Utrecht  |  +31 (0)30 303 1240  |  sales@northwave-cybersecurity.com  |  www.northwave-cybersecurity.com
Northwave Group with offices in: The Netherlands  |  Germany  |  Austria  |  Belgium  |  Sweden

 This shows us the computer name, username and IP-address of the infected machine. The victim ID that was sent to the 
C2 server was randomly generated and stored in the Windows registry, either in HKCR\ms-pu for high-privileged users or in 
HKCU\Software\classes\ms-pu otherwise.

During the building of the C2 request, the malware checks in %appdata%\Render for a directory and converts its 
timestamp to a string. According to Trend Micro9 this is part of file stealer functionality. This shows something of the 
heritage of this piece of malware. 

The check-in functionality shows the different commands that the malware supports:

This shows the malware expects a response containing an application/octet-stream response containing a binary 
blob. The malware decrypts this binary blob and interprets the content based on the opcode located at offset 4 in the 
response.

9  https://www.trendmicro.com/en_us/research/24/b/earth-preta-campaign-targets-asia-doplugs.html
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Here’s a description of the C2 commands supported by our DOPLUGS sample:

Shell Sleep Upload Exit

Spawn an interactive CMD.exe shell accessible 
through the C2 channel. The CMD.exe process is 
started using CreateProcessW: 

The malware connects two named pipes to 
the stdin and stdout of the process and two 
threads to handle the named pipes respectively. 
The output thread sends the output to the C2 
server using opcode 0x7003 and the input threat 
continually requests a command from the C2 
server.

Change sleep time 
and configuration 
of the beacon. 
The payload for 
this command 
is interpreted 
as {sleep_
time},{winhttp_
timeout}. Where 
winhttp_timeout 
is used as 
WINHTTP_OPTION_
CONNECT_TIMEOUT, 
WINHTTP_OPTION_
SEND_TIMEOUT and 
WINHTTP_OPTION_
RECEIVE_TIMEOUT. 
This differs slightly 
from the description 
by Trend Micro10 for 
similar malware.

Upload an .exe, 
.dll and .dat file. 
These files are 
stored in %temp%, 
afterwards the .exe 
is executed using 
CreateProcessW. 
This essentially 
starts the same 
execution chain 
again, starting from 
the dll-sideload 
described above, 
but with a new piece 
of malware or an 
updated version of 
the current one.

Exit the malware. 
This calls 
ExitProcess to exit 
the process.

10  https://www.trendmicro.com/en_us/research/24/b/earth-preta-campaign-targets-asia-doplugs.html

To integrate this step into the emulation
We built our own C2 server based on the spec that 
we reverse engineered from the malware. Then, we 
edit the IPs contained in the malware’s config to point 
to our own C2 server, allowing us to interact with 
the malware. Additionally, we allow for changing the 
config decryption key.
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Applying AV Evasion
By making small modifications to every component of the attack, we’ve been able to rehost the malware and connect it to 
our own C2 server implementation without changing its TTPs. Aside from the minor patches we also rotated the encryption 
keys used and edited some filename strings for more realistic re-use. 

After taking control over the malware, before it is ready to be used during red teams, we run the new malware through 
several EDR solutions. During this process, we use a novel methodology to apply AV bypasses to existing malware. As 
explained at the beginning of this article, we limit these AV bypasses only to those signatures that we can reasonably expect 
to no longer be effective on future iterations or recompilations of the malware.

Let’s take our test against Microsoft Defender for Endpoint as an example. We ran the malware chain starting from the 
HTML smuggling against a fully up to date MDE. The following screenshots show that MsMpEng.exe is running next to our 
malware (passwordgenerator.exe), and that real-time protection and cloud-delivered protection is enabled.
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And... absolutely no detections happened. The existing, well documented APT malware bypasses MDE after rotating some 
encryption keys, changing some file names and some other minor changes. This is a common pattern we see among 
almost all EDRs: nearly all of the detections for APT malware are based on very brittle static signatures. At most, we have to 
swap two assembly instructions or change a register or a file name and we can re-use any APT malware.

Integrating with Mythic for Red Team Use
To complete our adversary emulation, we needed to connect our custom C2 server to a front-end that is easily useable 
by red teamers. During the Rehost phase, we implemented a C2 server that was able to communicate with the patched 
implants we had created during the Transform phase. This gave us a command-line interface to communicate through to 
the malware, but that’s not ideal.

After exploring some options, we chose Mythic11 as our C2 server front-end. This framework is designed for the use of 
custom C2 channels and implants and is very well-documented. For our integration, we implemented a C2 profile container 
and a payload container. In Mythic C2 profile containers are a layer that transform communication received by an implant 
into API calls to Mythic. Payload containers define the commands that a payload supports and handle building of the 
payload (in our case, the patching and transforming of the attack chain).

To implement the C2 profile, we reverse engineered the C2 protocol, for this we built upon the research of Takahiro 
Haruyama12. We then implemented the C2 profile as a Python Flask application. This application has two handlers for the / 
endpoint:

1.	 The first handler listens for GET requests, it identifies the victim and generates a session key, according to the C2 
protocol. It also performs a check-in to Mythic to obtain a callback_uuid, which is a unique identifier for an implant 
connection in Mythic. For the first check-in, Mythic expects a payload_uuid, this UUID uniquely identifies a specific 
build. Since this malware doesn’t have a UUID equivalent as part of its communication protocol, we generate our own 
during the building process and link it to the callback_uuid in the backend.

2.	 The second handler listens for POST requests and handles the rest of the C2 communication, according to the C2 
protocol. It obtains the callback_uuid based on the victim identifier, decrypts the received message using the session 
key, parses the received message, performs the correct actions in Mythic based on the type of request received and 
translates this result back into the format that our payload expects.

The malware’s message format is as follows:

11  https://github.com/its-a-feature/Mythic
12  https://speakerdeck.com/takahiro_haruyama/the-art-of-malware-c2-scanning-how-to-reverse-and-emulate-protocol-obfuscated-by-compiler
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Depending on the opcode, the payload is interpreted differently. The possible opcodes are:

For the checkin opcode, we perform a full check-in to Mythic, sending all data that the malware sends in the check-in to 
Mythic, such as OS information, IP addresses, user and host. Then we perform a get_tasking request to Mythic, this will 
obtain all queued tasks that the operator has prepared. Depending on the Mythic task command, the respective opcode is 
determined and forwarded to the implant.

If a shell_start opcode is sent to the implant, it will set up the CMD.exe process. Next, the shell handler functionality 
in the malware will interact with the C2 profile using shell_send_cmd or shell_start opcodes. On the Mythic side, we 
implemented this command as an “interactive tasking”13. We handle the opcode by looking up the last executed shell task 
and obtaining the input data the user sent to it from its data field. This data is then forwarded to the malware.

If the user performs an upload task in Mythic, the user needs to upload a .exe, .dll and .dat file. When the implant next 
checks in the C2 profile performs a get_tasking request to Mythic to obtain this task. It then sends the upload opcode to 
the implant. The implant then performs three extra requests to ask for the three different files. The C2 profile replies to each 
of these requests with the respective files that the user has uploaded. 

In addition to the C2 profile, Mythic also allowed us to create a payload container. This implements two parts, firstly the 
building (patching and transforming) of the implant, and secondly the commands that the implant supports. During the 
building phase, we added some extra settings that are useful for debugging, such as patching the initial sleep time and 
removing anti-debugging. In the end, the building form in Mythic looks as follows:
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When using the implant, the following commands are supported:

Interacting with the APT malware’s shell looks as follows:
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If you have any questions, 

please reach out to your Northwave contact person.

Need help now?
Call day or night: 00800 1744 0000

E: sales@northwave-cybersecurity.com
T: +31 (0) 30 303 1240
W: northwave-cybersecurity.com

This case study is disclosed under the Traffic Light Protocol (TLP):CLEAR. 
Recipients can spread this to the world, there is no limit on disclosure. Sources 
may use TLP:CLEAR when information carries minimal or no foreseeable risk of 
misuse, in accordance with applicable rules and procedures for public release. 
Subject to standard copyright rules, TLP:CLEAR information may be shared 
without restriction. For further information, see https://www.first.org/tlp/. 


